SLAIF
Slovenska Services

tovarna Ul

Slovenian
Al Fa

aboratorij za heterogene racunalni e, FERI UM




Platforma OpenStackg

Navidezni
ife]]

Kubernetes
grozdi

9o
N

Projekti

10/12/2026

Compute, Storage and Networking infrastructure

for all your workloads
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Tehnologije, storitve in racunska moc
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Kaj je na voljo uporabnikom

« Zlate slike:
» Debian 13
« Ubuntu Cloud 24.04.3 LTS
* Windows Server 2025

 Lastni telemetri¢ni agent za

zbiranje podatkov porabe po VM-ih

» Robustno omrezje in varnost
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Golden images are pre-configured, optimized templates used to deploy consistent,
secure, and reliable environments across infrastructure.




Future plans and upgrades 1/3

SSO for login option

¢ SSO
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Single Sign On

Isolated Ceph volumes (storage)
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Future plans and upgrades 2/3

Scale instruction
sent to .
Kubernetes API
—_—

4. Horizontal Pod Autoscaler

Kubernetes Autoscaling

1. Incoming Traffic

Users send requests to
the application.
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2. Kubernetes Service

Service distributes traffic
across Pod replicas.

pmmmmmap

v

3. Metrics Server
Collects resource metrics
(CPU, Memory) from
Kubelet.

Metrics provided
to HPA
B

Evaluates metrics against
configured thresholds.
Decides to scale up or

scale down.

6. Continuous Monitoring Loop
New metrics are collected from the updated Pods,

ensuring the system continuously adapts to

changing load.

5. Kubernetes API
Applies the desired state
by creating or terminating

Pod replicas via
Deployment/ReplicaSet.

Kubeflow

e Building the foundation for ML workflows ————e

o

Define Workflows
Create and manage ML

pipelines visually or with YAML

IN PROGRESS

'
-— P

Artefact Storage

Store and access models,
datasets, metrics and outputs

e

Kubeflow Pipelines

Orchestrate and execute
ML workflows on Kubernetes

We are currently initializing Kubeflow to enable powerful, reproducible
ML workflows and seamless access to artefacts.




Future plans and upgrades 3/3

Integrating Apache Airflow for Intelligent Orchestration

SOURCES

<mE> Databases
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Applications '
< / > APls, Microservices, 'E it
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Cloud Services !
Q OpenStack, Kubernetes, =~~~
etc.

Orchestrate. Automate. Monitor.

OUTCOMES & INTEGRATIONS

Monitoring & Alerts

(3

DAGs

s

Airflow Scheduler

Schedules and
orchestrates tasks

>
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Airflow Components

Web UI

Monitor DAGs, runs, XCom / Results
and task status

Scheduler

Triggers and manages :°
DAG execution
Worker Share data and

Executes tasks results between

in parallel tasks

Metadata Database
Stores DAGs, task states,
logs, and metadata

N e 2 (] I Prometheus, Grafana,
== Slack, Email, etc.

Logging & Audit
Centralized logs
and audit trails

Data Warehouses
BigQuery, Redshift,
Snowflake, etc.

v
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Downstream Systems
APIs, Applications,
Reports, etc.

v
>

WHAT APACHE AIRFLOW WILL ENABLE

7“4 1. AUTOMATION

t O l Automate complex workflows

~ P and repetitive processes.

+ Schedule tasks
» Reduce manual effort

+ Ensure consistency

AL
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2. DEPENDENCY
C MANAGEMENT

Define and manage dependencies

between tasks.

+ Set task relationships

« Ensure correct execution order

+ Handle complex dependencies

™ =

3. TASK MANAGEMENT
oe®e
'.‘ & DELEGATION

Organize, assign, and delegate
tasks effectively.

* Modular DAG design
+ Reusable tasks

+ Role-based access & delegation

4. EXECUTION CONTROL
Control how and when workflows
are executed.

+ Schedule & trigger runs
« Retry & failure handling

| + Concurrency & resource control

J

Apache Airflow will provide a powerful, scalable, and observable orchestration layer to automate and manage our infrastructure and data workflows.

10/12/2026




Kubernetes gruce
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(Kubernetes Worker Nodes)

Worker Node Worker Node
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________________ [‘ In Progress J

GPU Cluster
(RTX PRO 6000 Blackwell)
(Kubernetes Worker Nodes)

NVIDIA

S nVIDIA

RTX PRO 6000 RTX PRO 6000
, Blackwell Blackwell
: Worker Node (GPU) Worker Node (GPU)
' 48 CPU jed 384 GB RAM oe NWDIAsooo
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Model-as-a-Service (1)

* Model kot storitev
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(modeli, podatki, cache)

« katalog modelov
- trajne utezi modelov

« shranjevanije profilov in nastavitev
« deljeno med CPU in GPU cluster




Model-as-a-Service (2)

» GPU kapaciteta Kubernetes: 2 x 32 GB, deljena med modelnimi in notebook podi

e Slurm: 30s

« Portal: 5s

)
adhr

Uporabnik

Portal / Chatbot
Aplikacija / API

HTTPS

 spletni vmesnik
¢ chatbot
o RESTAPI

odzivnost:
Portal: ~5s |
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Slurm: ~30's ‘

. 24

e ) e
Kubernetes - modelni podi @ Modelni PVC
< Zasebni modelni podi (vLLM / GGIUF) i borictentnt volurmen
VM / Maa$ =
Backend + nadzor ." ." ." - o modeli
»| | Modelpod1 | | Modelpod2 | ¢** | ModelpodN * tokenizerji
vLLM GGUF vLLM / GGUF * konfiguracije
= e skupna raba med podi
« upravljanje zahtev ) GPU Cluster L
« nadzor izvajanja 2 x NVIDIA Tesla V100 (32 GB)
o priprava okolja (deljeno med modelnimi in notebook podi) \
( - —
| PostgreSQL
i o stanje (- » s
« obvestila @» Slurm (HPC) @D Modeli (Ceph)
| * metapodatki “ Master + compute vozli¢a ’ Porazdeleno shranjevanje
8 7 J SSH + batch + model
o modeli
Master node Compute nodes (GPU/CPU) | |q—p rezultati
. upravljanje opravil s eoe g e checkpoints
e batch izvajanje A
I o podatki
o dostop (SSH) o izvajanje modelov
« fine-tuning / analize * skupna raba med
« notebook okolja Kubernetes in Slurm
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Model-as-a-Service (3)

Model in
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Jupyter Hub

V

% Kubernetes Control Cluster
(JupyterHub)

-

Brskalnik

& HTTPS
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VM / Caddy

N

HTTPS vstop
* reverse proxy
s TLS certifikat

_— JupyterHub
J uPyter « uporabniski vmesnik
* upravljanje sej
L o
| Kubernetes Hub + proxy

» spawn uporabniskih podov

¢ usmerjanje do sej
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kube- kube- || kube-controller-
apiserver scheduler manager oied

>
8CPUjeder B 16 GBRAM

spawn

‘ CPU podi

' spawn

GPU podi

A\ 4

HPC login (Maas)
¢ SSH dostop
¢ batch (Slurm)

—

% CPU Cluster
(Kubernetes worker nodes)

Worker node Worker node Worker node

% GPU Cluster
(Kubernetes worker nodes)

NVIDIA
TESLA V100

NVIDIA
TESLA V100

Worker node (GPU) Worker node (GPU)
L 16 crujeder TR cacBRAM ool ek

Maister / Slurm

e CPU ali GPU notebook
¢ batch izvajanje
e skupni demo rac¢un




Jupyter Hub (2)

» CPE primer: Sest korakov

» GPE primer: Stirje okoraki

File Edit View Run Kemel Tabs Settings Help

WP4 - JUPYTERHUB - KUBERNETES CPU

Ucenje klasifikatorja na CPU

Sinteticni podatki - 3 razredi - softmax klasifikator - lo¢ena testna mnoZica

97.8% 720/180 1.46s

to€nost na testnih podatkih ucni / testni primeri

Naucene meje in testni primeri

Barva tocke: pravi razred - ozadje: napoved modela

Ponovljiv primer (seed 42). Brez GPU, prenosa modela ali zunanjih podatkov.

e 978%tocnost

180 testnih primerov
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ucenje in vrednotenje - CPU

L

e oo

o r

-
Name - Modified
- jost+ounc 4d ago
= | D lastiktat 4d ago

t A SLAIF_pretzkus.py... 4d ago

Matrika napak

vrstice: pravi razred - stolpci: napoved

0 1 2
0 55 1 1
1 1 59 0
2 1 0 62

200 korakov - izguba 1.099 — 0.124

»  Markdown v Python (CUDA 12.4) @

3. Ucenje majhne nevronske mreze na GPU

model = torch.nn, Sequential(torch.nn.Linear(s, 16), torch.nn.Tanh(), torch.nn.Linear(1s, 2)).cuda()
optimizer = torch.optim.Adam(model.parsmeters(), 1r=0.64)
criterion = torch.nn.CrossEntropyLoss()
torch.cuds. synchronize()
start = tine.perf_counter()
losses = []
for epoch in rangs(80):
optinizer.zero_grad()
loss = criterion(medel(x_train), y_train)
1oss.backward()
optimizer.step()
losses.append(Float(loss.detach()))
torch. cuda.synchronize()
training seconds = time.perf_counter() - start
print(Json.dumps({"korak"; 3, “epoh”: 86, "zacetna_izguba": losses[0], “koncna_izguba": losses[-1], "sekunde_ucenja”: training seconds}))

{"karak": 3, “epoh®: 30, “zacetna_izguba": ©.6088966727256775, "koncna_izguba”: 0.01072141993790855, "sekunde_ucenja”: 0.2957458770251833)

4. Vrednotenje na nevidenih podatkih

model.eval()
with torch.no_grad():
prediction = model(x_test).argnax(dim=1)
accuracy - float((prediction == y_test).float(}.mean())
assert accuracy > 0.9
assert losses[-1] < losses[e]
result = {"korsk": 4, "testns_tocnost®: sccuracy, “GPU": torch.cudas.get device name(@),
"vidne_GPu": torch.cuda.device_count(}, "najvec_MB_tensorjev”: torch.cuda.max_mewory_allocated() / (1024 ** 2),
“sekunde_ucenja": tralning_seconds, "status®: "PASS"}
print(json.dunps(result))

4, "testns_tocnost”: 9.99669375, "6PU”: "Tesls V106-PCIE-32687, “vidne GPU": 1, “najvec_MB_tensorjev": 18.43984188625, "sekunde_uc
©.2957455770251833, “status™: "PASS"}

1 @  Python (CUDA 12.4) | initiakzing

Mode:Command @ Cell /3 Ln1,Coll SLAFGPUALpmb 0 f)

* 99,6% tocnost

* 512 testnih primerov



V prihodnje

 V kratkem:
» GPE platforma: Vkljucitev 6 RTX Pro 6000 Blackwell GPE s kompatibilno programsko opremo
« Uporabniski dostop: Dokoncati Keycloak/SSO integracijo
« Pripravljena okolja: Vzdrzevanije in razSiritev zlatih slik (VM golden images) ter razvojnih knjiznic

* Pozneje:
* Pripravljenost in fazna migracija: Uskladitev z IZUM-om in migracija na VEGO
« Bodoci delovni tokovi: Dokoncanje implementacije Kubeflow in AirFlow

10/12/2026




Kontakt
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vid.kranjec1@um.si

HPC Maister OpenStack Cloud

marko.ferme@um.si

yAll
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Hvala za udelezbo!

Thank you for attending!
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Projekt SLAIF: Slovenska tovarna umetne inteligence je finanéno podprlo Ministrstvo za visoko $olstvo, znanost in inovacije. Projekt
je bil na razpisu skupnega podjetja EuroHPC izbran za financiranje v okviru programov Obzorje Evropa ter Digitalna Evropa.

SLAIF: Slovenian Al Factory has been funded by the Ministry of Higher Education, Science and Innovation of Republic of Slovenia. At
a call by EuroHPC JU, the project has received a positive funding decision under Horizon Europe and Digital Europe Programmes.
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